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Honorable Members of the Committee on Budgetary Control: 
 
My name is Jerry Brito and I am a senior research fellow at the Mercatus Center at 
George Mason University in Virginia. Over the last few years my research has focused 
on how Internet technologies can be leveraged by government and citizens to increase 
transparency and thereby ensure accountability. I’m happy to share with you some of the 
things I have learned. 
 
Democracy is founded on the principle that the moral authority of government is derived 
from the consent of the governed.  That consent is not very meaningful, however, unless 
it is informed.  When government makes decisions in secret, opportunity for corruption 
increases and government’s accountability to the people decreases. This is why we strive 
for transparency in government. When official meetings are open to citizens and the 
press, when government finances are open to public scrutiny, and when laws and the 
procedures for making them are open to discussion, the actions of government enjoy 
greater legitimacy. Transparency, therefore, is not an end in itself; rather, it is simply a 
means to an end, and that end is accountability. 
 
The founders of the United States recognized this. Our constitution requires that 
Congress keep a journal of its proceedings, record its votes, and publish these from time 
to time. Why? Because if we’re going to hire people to run our government, we need to 
know what they do, so that we can judge their performance. 
 
We need to know how they vote, how they spend our money, who they meet with, who 
contributes to their campaigns. It’s the only way we can keep them accountable at the 
ballot box. It’s how we make decisions about who to hire and who to fire. 
 
We’ve always been a very transparent nation. Votes have always been public. Budgets 
have always been public. But there has always been a high cost to accessing these. 
Official checkbooks, income disclosures, meeting notes - these may all have been public, 
but you had to go to some basement in Washington or city hall to search through them. 
 
As a result, we’ve tended to rely on the press and on competing special interests to 
monitor this information, to investigate, and to bring inefficiencies or injustices to our 
attention. The internet, however, gives us an opportunity to go beyond that. 
 
Internet technologies not only reduce the costs of accessing information dramatically, but 
they also make it much easier for citizens to understand and utilize information. The 
result is that everyone can be an investigative reporter. Everyone can be an inspector 
general. 
 



Making government information available online not only benefits individual users of 
government Web sites, it also makes it simpler for third parties to aggregate government 
data. By aggregating data, Web sites can present government information in innovative 
and useful ways. For example, federal spending data gathered from a government Web 
site could be presented by a third party as an interactive map that shows the locations of 
funding recipients.  Such applications make data exponentially more valuable. 
Government need not develop such innovative tools itself; as long as the data is made 
available online in a structured format, private parties will make good use of it. 
 
“Structured data,” is a term of art. It means that information is presented in a format that 
allows computers to easily parse and sort it. A structured file would allow a user to sort 
the data by ascending or descending date, alphabetically by headline or author, by 
number of words, and in many other ways that a static Web page does not afford. 
 
When the government makes data available in a structured format, it opens the doors to 
innovative and enlightening remixes of information known as mashups. Mashups are 
tools that can potentially be used by journalists, bloggers, and citizens—the Internet’s 
intelligent crowds—to better scrutinize government’s activities.  
 
Originating in the music world, the term mashup now also applies to applications that 
mix together disparate sets of data to create new and unique information. Mashups built 
on open interfaces and structured data represent a great potential fount of information 
about the workings of government. Their varied and unexpected outcomes can potentially 
make government activities transparent, and reveal patterns now hidden in murky 
mountains of unstructured data. To get a sense of what is possible we can take a look at a 
leading transparency mashup called MAPLight.org. 
 
The MAP in MAPLight.org stands for “money and politics,” and the site’s mission is to 
illuminate the connection between the two.  Founded by computer expert Dan Newman, 
the site mashes together congressional voting data and campaign finance information.  
The result is a searchable database that highlights the connections between campaign 
contributions and how members of congress vote. 
 
Using the MAPLight database users can look up a particular bill and see the interest 
groups, as well as the component individuals and corporations, which support and oppose 
it. They can also see how members of Congress voted on bills and who where their 
contributors. 
 
If government data is successfully opened to public scrutiny online, seemingly 
impenetrable mountains of data will be made available. Mashups can help ease the 
information overload by highlighting the most interesting connections among data sets, 
but human judgment is still necessary to determine the most relevant facts. 
Crowdsourcing presents the key to sifting through the data made available by official 
disclosures, hacks, and mashups. 
 



With that background, what I’d like to do now is share with you my experience as a 
citizen who built an independent crowdsourcing application, using raw data from the 
government related to stimulus spending. What I hope this shows you is how, if 
government makes raw spending data available, a simple researcher like myself can build 
an innovative application that engages citizens to improve accountability. 
 
In December of 2008, Barrack Obama had been elected President of the United States, 
but had not yet assumed power. It was understood, however, that he and the incoming 
Congress would enact a massive stimulus spending law.  
 
One point of real consternation was the possibility that local governments, which would 
be the recipients of the stimulus funds, might not physically have enough projects on 
which to spend all the money that the federal government wanted to infuse into the 
economy. These projects were called "shovel-ready projects." That is, projects that could 
put people to work as soon as the funds were received, without any further planning or 
delay. 
 
To allay the fears of those in Washington, the U.S. Conference of Mayors, an 
independent association of the country’s mayors and other local government officials, 
commissioned a survey of the hundreds of member municipalities across the country. 
They asked local officials to list all the shovel-ready projects they would fund if only 
they had the money.  
 
The localities responded and in December, the Conference of Mayors published a 350-
page report listing over 20,000 proposed spending projects. These included everything 
from street repairs to police uniforms, and public housing to public park amenities. Each 
proposed project was listed with a descriptive name, the amount of funding sought, an 
estimate of the number of jobs to be created, and the city and state of the project’s 
location. 
 
My Mercatus Center colleague Eilleen Norcross researches local spending and budget 
issues and she brought the report to my attention. She had printed out the report and with 
the help of an assistant had been going through each project with a highlighter, line by 
line, marking projects she felt merited further investigation. It was a very time consuming 
affair, and in many cases she could not determine, based solely on the descriptive name 
of the proposed project in the report, what it was, much les if it merited funding. 
 
She knew I had been working on research related to crowdsourcing accountability, 
showed me what she was doing, and asked if this was not something that my ideas could 
be applied to. She was absolutely correct. This was a perfect case study to apply my 
theory, so I set out to build a crowdsourcing application. 
 
I had much experience developing websites, but this project would require programming 
skills beyond my own. I didn’t have any real resources to devote to the project, so I wrote 
a post on a popular technology policy blog to which I contribute outlining my idea and 
asking for volunteer help. Within a day, two professional software developers wrote to 



me saying that they would be happy to help. I had never met these men, Peter Snyder and 
Kevin Dwyer, but they were very friendly and we hit it off right away. Over the course of 
the week, over email and instant messaging, we developed a good plan of what we 
wanted to build. 
 
To make a long story short, we continued to build our site, Stimulus Watch, over the 
course of the Christmas break, communicating only online and one or two phone calls. 
We launched the site on February 2, 2009. 
 
Stimulus Watch was very simple. We first scraped the Conference of Mayor’s report, and 
took in every proposed project into our own database. A citizen could then come to our 
site, look up their state or their city, and see a list of projects proposed by their own local 
government, right in their neighborhoods. Because we put the information in to a 
database, a user could sort theses lists, by cost, by estimated number of jobs created, 
alphabetically, etc. Once a citizen found a project he was interested in, he could click on 
it and bring up a page for it. 
 
Every one of the over 20,000 proposed projects had its own webpage on our site. On that 
page, citizens could do three things. First, they could vote on whether they approved of 
the project or not. The question we asked was, “Is this project critical?” and offered links 
to vote “yes” or “no.” The reason we chose that question is because President Obama had 
promised that stimulus funds would only be spent on critical infrastructure, and not be 
wasted on pork or other frivolous projects. It was as neutral a question as we could 
determine. The site showed you immediately the voting results for each project. 
 
Second, each project had a wiki page associated with it. In many cases, the descriptive 
titles of the projects weren’t very clear about what a project was. For example, there 
might be a half-million dollar project simply titled “Cincinnati Street Network” in 
Cincinnati, Ohio. Someone like my colleague Eilleen, reading this far from Cincinnati, 
had no idea what this project was. But citizens who live in Cincinnati and are engaged in 
the politics there, have a great amount of local knowledge of what that project is. So, the 
wiki allowed anyone to write descriptions and add information about the projects. These 
were to be written in objective, neutral point of view fashion. What we saw was that 
hundred of the pages for the most interesting or controversial projects blossomed into 
very long and detailed descriptions of the projects. It would have been impossible for any 
single organization to develop this much detailed information about so many individual 
projects in such little time. 
 
Third, each project page contained a comments section. This is where citizens could 
discuss and debate the projects as they wished. This served both as a forum for citizen 
participation and engagement, but also as a bit of an pressure escape valve to keep the 
politics and polemical discussion away from the wikis, which were meant to be neutral in 
tone. 
 
The site was a stunning success, receiving over 2 million unique visits in its first month. 
Like I noted, wiki pages blossomed for many pages, and there was vibrant discussion and 



debate around projects in every municipality. Perhaps most importantly, however, was 
the voting. Once votes were cast on projects, one could sort the projects by the votes. 
That means that a citizen could say, show me a list of all projects from the most popular 
down to the least popular, and this could be done for the whole country, for a state, or for 
just a city. At the top of the list you would find projects that users judged to be the most 
critical and most in need of funds. At the bottom of the list, however, you found the 
opposite. 
 
Within hours of launching the site, projects such as golf courses, dog parks, skate parks, 
fountains of questionable merit, and private subsidies had been found by users and voted 
to the top of the least critical projects list. On the other hand, the web pages of projects 
that at first blush seemed unworthy of funding were heavily annotated by visitors to 
include factual information and explanation of a project’s merits. What my colleague 
Eilleen Norcross was trying to do by herself, the crowds of millions around the country 
did much more quickly, efficiently, and with much more information.  
 
Eventually, the Recovery Act passed, and part of the new law was a requirement that the 
spending would be transparent. The federal government would publish reports of who 
received funding for which projects on a website called Recovery.gov administered by 
the Recovery Accountability and Transparency Board, which is run by Mr. Devaney. 
 
In October of 2009, Recovery.gov began making available the first sets of recipient 
reports. That is, listings of who has actually received stimulus funding, including the 
recipient name, full address, address for the project’s place of performance, amount 
received, number of jobs estimated to be created, and in many cases a lengthy description 
of the project and other information. My partners and I immediately began to work on 
version 2.0 of Stimulus Watch. Its purpose was, again, simple: to provide the same 
service we had with the original Stimulus Watch, but now with the actual spending, not 
just the proposed projects. 
 
Today, a citizen can visit our site, type in their U.S. postal code, and see a listing of all 
the federal stimulus spending that is happening in their neighborhood. Although of course 
I think we do it a bit better, this is a functionality similar to that available at 
Recovery.gov. What we bring to the table that is not available at Recovery.gov, and 
which in fact would likely not be allowed by regulation on a government site, is the 
crowdsourcing and citizen participation. 
 
Again, citizens can use wikis to add local knowledge to pages on the site, each project 
funding page has a comments section for discussion, and of course, citizens can vote on 
stimulus spending. The result, I hope, is that we will see crowdsourced accountability. 
Like my colleague and the thousands of projects she was trying to evaluate, Mr. Devaney 
and his staff are few relative to the tens of thousands of stimulus fund recipients. What I 
hope our site can contribute are many thousands of citizen inspectors general, each 
looking at what they know—spending in their neighborhoods—and flagging expenditures 
that merit a further look. 
 



The moral of the story here is not just that accountability can be crowdsourced, but that 
independent third party citizen projects like Stimulus Watch can help lead the way. In 
order to foster this type of activity, government must not only be transparent, but it must 
make available online the raw data of its activities. Without the recipient reports that 
Recovery.gov makes available, Stimulus Watch 2.0 would not be possible. At the same 
time, the raw data must be meaningful and in standard formats that are easy for 
developers to use. 
 
Thank you for your time. I look forward to your questions. 


